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ASTERISKS (**) INDICATE NEW ITEMS OR SECTIONS IN THIS VERSION
CHAPTER 13 - UNCERTAINTY

Why we neeed to handle uncertainty
laziness
theoretical ignorance
practical ignorance

Basic notation and concepts
How do we convert a logical expression into a probabilistic one? A logical query into a 
probabilistic query?
Defining random variables
Prior probability
Conditional probability
Joint distribution
Product rule
Chain rule
Kolmogorov's axioms
Ex: (p. 473). How do these values violate the axioms of probability?

P(a)=0.4. P(b)=0.3. P(a^b)=0. P(avb)=0.8.
Inferences

Inferences using the full joint distribution
You should be able to sum or (or marginalize) variable values using the table.
Ex: Given Fig. 13.3 (p. 475), what is the likelihood of a toothache? Of a toothache with 
no cavity?

Conditional inferences
What is the probability of a cavity given a toothache?

Independence and conditional independence
Why are the random variables Toothache and Cavity conditionally independent given 
Cavity?

CHAPTER 14: Probabilistic Reasoning
Bayesian networks

Topology
Conditional probability tables
Ex: How are independent and conditionally independent variables represented in a 
Bayesian network?
Ex: Given two networks (such as Fig 14.3), which has the best topology (informally)?

Computing a joint distribution value from a network
Ex: Given Fig. 14.2 (p. 494), what is the probability that there is an alarm, and both John 
and Mary call, but there is neither a burglary or an earthquake?
Ex: Use the chain rule to expand out a joint distribution value and explain how conditional 
independence simplifies the expression
Why do Bayesian networks work well if I can calculate causal probabilities but need 
diagnostic probabilities?

Noisy-OR and continuous values -- NOT ON EXAM
Exact inference in Bayesian networks

Just understand the basics of:
variables elimination algorithm
clustering algorithm

Sections 14.5-14.7 -- NOT ON EXAM
CHAPTER 15: PROBABILISTIC REASONING OVER TIME

Stationary processes
Ex: What makes a process stationary? Why is this helpful for tractable inference?

Markov Assumption
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What is it? 
What is the difference between first-level and second-level Markov assumptions?
Transition model
Sensor model

Ways of handling the limits of the Markov assumption (informally)
Increase the order
Adding state variables (for example, the battery variable for robot navigation)

*** Types of inference
For each type, you should be able to describe the parts of the equation in terms of 
transition and sensor models and the recursive portion. You should also be able to do a 
single round of updating and describe the BACKWARD and FORWARD update messages
Filtering (or monitoring)
Prediction
Smoothing
Most likely explanation

*** Hidden Markov Models (informal understanding only)
Relationship between HMMs and clustering in Bayesian networks

Sections 15.4-15.6 -- NOT ON EXAM
*** CHAPTER 16: UTILITY THEORY

Preferences
Notation
How can we show that preferring A to B, B to C, and C to A will lead to an irrational result 
(hint: involves buying and selling)
Constraints on preferences: orderability, transitivity, continuity, substitutability, 
monotonicity, decomposability

Ex: What is decomposability in utility theory?
Normalized utilities (generally)
The problem of money as a utility function

Tversky and Kahneman study
Utility of money as logarithmic 

Those in debt are risk-seeking
Those with money are risk-averse

Insurance premiums (the definition)
Decision networks (informal understanding)

Chance nodes
Decision nodes
Utility nodes

Sections 16.6 - 16.7 not on exam
CHAPTER 19: KNOWLEDGE IN LEARNING

Charactistics of symbolic learning problems
attributes, hypotheses, hypothesis space
false negatives and false positives

Current best search
informal description of algorithm
techniques for generalization and specialization

Least commitment search
algorithm
generalization and specialization
Ex: Given a particular G, S and a positive example X, how would we change G & S?

Relevance-based learning (RBL) -- NOT ON EXAM
Explanation-based learning (EBL)

Algorithm (generally)
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Characteristics (what is EBL good for? What is it not good for?)
Effects of pruning the proof tree

IDL and FOIL
Informal understanding and description only

*** CHAPTER 20: STATISTICAL LEARNING METHODS
General ideas

Defining statistical learning problems with an example set and a set (H) of hypotheses
Eqs: 20.1, 20.2, 20.3

The maximum a posteriori (MAP) hypothesis
Difference between MAP and the general probability
Why is MAP easier to calculate (generally)?

Maximum likelihood hypothesis
MAP + assumed uniform distribution of priors

Learning with compete data
The log likelihood (L)
Computing the log likelihood for the candy domain
Finding the maximum likelineed by finding the maximum of L (finding the zero-crossing 
from the derivative of L)
Extending L to simple Bayesian networks

Naive Bayesian networks (informal description only)
Continuous models, Bayesian parameter learning & learning structure -- Not on exam.
Sections 20.3-20.4 -- not on exam
Neural Networks

Characteristics of a neural network node
weights and bias weight
input function
activation function

Step function vs. sigmoid function
output function
Ex: Compute activation for a given neural network node
Ex: Draw and label a neural network node

Simulating logical operations (AND, OR, NOT) using a neural network node
Computing the output of a feed-forward network
Linear separability

Ex: Why is the XOR function not linearly separable (draw a graph)?
Differences between two-layer and three-layer neural networks (general concepts)
Backpropagation for two-layer networks (and informally for three-layer networks)


